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ABSTRACT

1

We describe our experience teaching an undergraduate capstone
(and elective graduate course) in computer architecture with a
semester-long project in which teams of five students design and
implement an out-of-order (OoO) pipelined processor core using
the open-source RISC-V instruction set. The course content includes
OoO scheduling algorithms for instructions to exploit instructionlevel parallelism (ILP), example microarchitectures, caching, prefetching, and virtual memory. The labs and projects help students gain
proficiency with the SystemVerilog language.
Students use the concepts learned in class to design processors
with the goals of achieving correctness and high performance for
a suite of test programs representative of different data structures
and algorithms. Using RISC-V enables students to validate and
benchmark their designs by compiling test programs using GCC
with a custom linker. By collaborating as a team, students learn how
to write and debug a large code base over the two-month project.
We explain the project content and process in detail, identify
the challenges involved for students and the necessary instructor
support, and share statistics and student feedback about the project.
We have open-sourced our lab and project materials to enable others
to teach similar courses.

Global demand for microprocessors continues to reach new peaks
on a yearly basis [2]. Simultaneously, the continued need for high
performance in the data center and in mobile and embedded devices
is driving increasing complexity and novel designs in computer
architecture, especially as Moore’s law is slowing [8, 14–16]. In
the past thirty years, state-of-the-art CPUs have progressed from
in-order pipelined cores built with roughly a million transistors (e.g.
Motorola 68040) to multicore, out-of-order (OoO), deeply-pipelined
processors with billions of transistors (e.g. Apple A14). Features
such as multi-level caching, cache coherence protocols, and simultaneous multi-threading increase performance but also increase the
complexity of the design and validation processes.
However, computer architecture education has not kept pace
in a world where even tiny embedded devices generally contain
pipelined CPUs [1]. We believe that understanding modern computer architecture is not only a necessary grounding for students
interested in hardware design careers, but also highly relevant for
those learning to build efficient and reliable software. Our courses
should not only teach students how processors are built today and
discuss the inherent design trade-offs, but give students hands-on
experience with an out-of-order pipeline and multi-level caching.
In this paper, we describe our experience updating and teaching an undergraduate capstone design course (also offered as an
elective graduate course) with the primary goals of enabling students to develop a deep understanding of how modern processors
function and learning to work as a team on a challenging hardware
design project. The semester-long course includes background in
modern computer architecture, case studies of modern hardware,
and a hands-on, design-from-scratch project building an OoO processor that supports a subset of the RISC-V [19] instruction set. The
lectures cover a review of basic in-order pipelining through the
evolution of various OoO microarchitectures to the present, including multiple ways to exploit instruction-level parallelism with OoO
execution (as shown in Figure 1). Labs enable students to develop
proficiency with SystemVerilog, an industry-standard hardware
description language (HDL). Individual projects enhance students’
understanding of various aspects of hardware design while leading
to the final team project of OoO processor design.
We updated the course to use the open-source RISC-V instruction set architecture (ISA) (replacing the Alpha ISA [5]) for two
reasons: first, to provide students experience with an emerging,
interesting, and relevant architecture, and second, to make it easier
for students to write test cases, as an ongoing challenge is finding
better methods to help students debug their projects. While we
provide several dozen test cases hand-written in assembly, with the
RISC-V ecosystem students can now write their own C code and
compile it using GCC.
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INTRODUCTION

The specific contributions of this paper are as follows:
• We describe the necessary structure, schedule, and support to
instruct students building synthesizable, out-of-order pipelined
processors from scratch.
• We integrate the open-source RISC-V ISA into the design
course and describe the advantages of such an approach.
• We survey students on their experience with the updated
course design and reflect on the experience as instructors.
The paper is organized as follows: we first share background
about the content of the class (Section 3). We describe the final
group project in detail (Section 4) and the logistics necessary to
support it (Section 5). Finally we share post-project student survey
results and discuss the project experience (Section 6).
In the interest of enabling other instructors to offer a similar
course, we have collected current versions of our course assignments and starter code into a public GitHub repository [6]. Access
to a private repository with instructor solutions and support code
is available by contacting the authors.

2

RELATED WORK

Recently, a number of RISC-V implementations of single-cycle and
pipelined processors for educational use have been developed. For
example, the Davis In-Order (DINO) CPU [11], a Chisel-based fivestage RISC-V pipeline implementing RV32I. DINO includes debugging tools and functional tests, allowing students to understand
the underlying architecture instead of implementing helper tools.
Similarly, WebRISC-V [9] and the BRISC-V Platform [7] are webbased simulators for RISC-V assembly, with included compilation
and debugging tools. These teaching tools are helpful for designing
assignments in an introductory class, enabling the instructor to
design assignments around a known microarchitecture and system.
Our course project differs from these in that we teach students
to design the core of an out-of-order CPU (see Figure 3 and Section
4). Students may have taken a course utilizing these tools as a
prerequisite. In fact we have students work with a five-stage RISCV processor similar to DINO, but the bulk of our class is focused on
teaching students to develop a (more complex) out-of-order core,
which is the foundation of modern high performance processors.

3

COURSE DESCRIPTION

The class is designed as an advanced undergraduate (and introductory graduate-level) course in computer architecture. The goal is to
give students a solid, detailed understanding of how hardware, including the central processor and memory, is designed and interacts
with software (see Figure 2), and to teach the numerous trade-offs
in design and implementation. A central part of the course is the
detailed design of a processor using SystemVerilog, performed in
teams of four to five students as a term project.

3.1

Lecture and Lab

The first half of the lecture schedule includes a review of pipelined
processors, historic out-of-order implementation, branch prediction [12, 18, 21], and case studies of the Intel P6 [17] and MIPS
R10K [20] designs. The second half includes memory and caches [10],

Figure 1: In-order (top) vs out-of-order execution (bottom).
An out-of-order pipeline schedules instructions based on
the availability of execution units rather than program order. Instructions can finish execution in any order and need
not stall unless waiting for a result from a prior instruction.

Figure 2: A hierarchy of computing stack from software to
hardware. We focus on the interaction of low-level software
(assembly and machine code) with the top level of hardware.
power usage, multiprocessors, and finally special topics in computer architecture such as multithreading, new or unusual ISAs,
static optimization, and prefetching [13].
There are seven lab sessions, each containing around 45 minutes
of instruction. Six labs have assignments, due a week later. The labs
teach practical skills such as SystemVerilog, the industry-standard
Synopsys toolchain, shell scripting, and version control.

3.2

Individual Projects

Students review basic digital logic and computer architecture by
completing three individual projects. These projects develop students’ skill at writing combinational and sequential logic, as well
as troubleshooting and modifying an existing code base.

4.1

Figure 3: Example implementation of a MIPS R10K pipeline.
Architected registers are renamed to a physical register. Instructions are issued from the reservation station to functional units, and results are reported to the reorder buffer.
Easier Features
Gshare Branch Predictor
Set-Associative Cache
Return Address Stack
Stride Prefetcher

More Difficult Features
Superscalar (2-N ways)
Multithreading (SMT)
Early Branch Recovery
Writeback Cache

Table 1: Examples of commonly implemented advanced features. Some features such as a superscalar design must be integrated into the entire pipeline, while smaller features such
as a stride prefetcher can be decoupled from the pipeline
and often take only a day or two to complete.
3.2.1 Combinational Logic (Priority Selector). This project requires
students to write priority selectors using combinational logic and
gives an introduction to hierarchical module design by using twobit priority selectors to build larger priority selectors.
3.2.2 Finite State Machine (Integer Square Root). We give students a
sample multiplier with a four-stage pipeline design which computes
sums of partial products across multiple clock cycles. Students are
asked to reconfigure the multiplier’s pipeline stages, benchmark
performance, and design a hardware module to compute the integer
square root of a 64-bit value.
3.2.3 In-Order Processor. The last individual project is fixing pipeline
hazards in a five-stage RV32IM processor. (RV32IM is the integer
and multiplication extension of RISC-V, although we do not support
divide instructions.) We provide students with a five-stage pipeline
and a top-level pipeline integration module, along with a testbench
for reading test programs in machine code and printing output
as the simulation executes. The pipeline works correctly for code
without hazards, but students must add support for instruction,
control, and structural hazards.

4

PROCESSOR DESIGN PROJECT

The final project occurs during the last eight weeks of class. Students
form groups of four or five to build a correct implementation of a
high-performance out-of-order processor which supports RV32IM.
Performance is measured by time for each test case to execute, as a
function of the clock period and average instructions executed per
cycle (IPC). The project is complex enough that having a group of
five is helpful even with increased communication overhead.

Project Details

The project has two components: the baseline and advanced features. The baseline consists of an OoO pipeline following either
Intel P6- or MIPS R10K-style microarchitecture, along with instruction and data caches, a branch predictor, and a load-store unit.
Figure 3 shows an example of a MIPS R10K style OoO pipeline with
dispatch/issue logic and reorder buffer (ROB). Before the project
officially begins, instructors hold meetings with each group to discuss which advanced features they propose to implement. Table
1 shows a list of advanced features that groups can add to their
design. During the course of the project, we have two mandatory
and one optional milestones to measure students’ progress and
ensure they remain on-track.
4.1.1 Starter Code. Students can freely reuse code from the inorder processor project, of which the most useful modules are the
instruction decoder and the arithmetic logic unit (ALU). We also
include a simple (low performance) instruction and data cache. To
facilitate students’ designs, we provide several reference utility
modules such as priority selectors and pipelined multipliers, the
former of which can be used throughout the project wherever
arbitration is needed. The in-order processor also serves as a groundtruth simulator, generating a correct memory map after the program
execution and a log of all instructions executed and register writes.
4.1.2 Writing Modules. All groups begin by completing one fullydebugged module at the first milestone. Students are encouraged
to code as a whole group for this phase of the project to agree on
coding style and practices. We recommend each group construct a
high level architecture and decide on the interfaces used throughout the design. The first module serves as a reference point for the
interfaces between different units. We test and grade the first module and testbench by introducing small bugs and seeing whether
the testbench will catch them (e.g., flipping an “OR” to “AND”, or
subtracting instead of adding, etc). This puts a strong emphasis on
unit testing and incentivizes students to use tools to measure coverage. After the first module, we recommend groups have at least
two people working on a module so that if someone is absent later
on, there is at least one other person who can debug the module.
4.1.3 Pipeline Integration. By the second milestone meeting, we
expect groups to have a functional OoO pipeline core capable of
fetching and executing instructions (but no data memory operation
yet). We recommend students begin integrating modules a week
before the milestone and finish advanced features unrelated to memory. Poor coding style often leads to ambiguous behavior, which
may cause bugs. As SystemVerilog simulators tend to be tolerant of
ambiguous code, these bugs may be difficult to find post-simulation.
To mitigate this, we are meticulous about teaching correct coding
style from the beginning of the semester. We suggest all groups
reserve one week for the final integration with the memory system.
4.1.4 Debug and Synthesis. We recommend students unit-test, ensure adequate test coverage, and synthesize each of the individual
modules as pipeline integration is easier when they do more unittesting earlier. Students have access to a test suite of more than
35 test cases and can optionally write their own in C or assembly.
Students can also contribute a new test case back to the class test

suite. Once a group has a working pipeline, we recommend they
log the history of register writes tagged with the corresponding
instructions, as this is the only way to verify correctness without
being able to modify memory. Also, groups can identify exactly
which instruction is incorrectly executed if it performs a register
write. This log also serves as a list of committed instructions, which
can be compared to the log generated by the in-order core to see if
control-flow instructions such as branches and jumps have taken
the correct direction. After the second milestone, when groups have
a fully functioning pipeline that can modify memory, groups check
the memory map their processor produces after program execution
with the provided in-order processor.
Logical synthesis translates the HDL into a netlist of standard
cells, which can be either macro blocks such as adders or simple
logic gates. This is a critical step in hardware design since most designs are written by behavior and not their hardware construction,
but ultimately must be capable of being built into actual hardware. A
typical problem that students face is using uninitialized values that
are not reset or using values without checking validity, resulting in
garbage values propagating down the pipeline.
The other aspect of synthesis is performance. Groups are benchmarked by their total run time of the test programs, which is the
product of the number of cycles executed and clock period. Synthesis includes static timing of the design and reports critical paths,
area, and other potential problems such as circular logic. To reduce
the latency of the critical path, groups can add more pipelining in
the logical chain, reduce the size of data structures or sometimes
completely give up certain functionalities. They learn the important
trade-off between cycles per instruction (CPI) vs. clock speed, a
problem that every logic designer faces.

4.2

Why RISC-V?

Before RISC-V the final project used the Alpha ISA. The obvious
advantages of migrating to RISC-V are relevance and adoption by
industry; for example current commercial products running on
RISC-V instructions exist. Furthermore, the open-source aspect
makes RISC-V available to everyone in the world without having
to worry about licensing and export control. For our course, aside
from implementing the necessary infrastructure and writing new
supporting materials, we encountered no downsides to switching
to RISC-V. Students have a chance to apply more knowledge from
class in the real world. However the important advantages of using
RISC-V in the classroom are more subtle, as we detail below.
4.2.1 Better test programs. RISC-V supports the full GNU toolchain
including a compiler and binary utilities such as objdump, which
disassembles executables. Previously, we had only assembly-based
test programs that were hand-designed mostly to test for corner
cases. While these are useful to find bugs, they are poor metrics
for measuring performance because they are short and do not
reflect real workloads. We have a few assembly test programs that
represent common algorithms such as quicksort, but these are still
limited in number of instructions. We found that groups became
discouraged from implementing certain features if the benefits
cannot be reflected within a short execution time, such as advanced
branch predictors requiring significant time to warm up.

With GCC, we can develop large test programs with reduced
effort and workloads are more representative of real applications.
We still create assembly programs for edge cases, but now we also
have much larger C programs that serve as better indicators of
performance. This also makes it easier for students to write their
own tests and more likely to contribute a test case back to the class.
Another advantage is the ability to change optimization level during
compilations. Before the revision, we had 20 public test cases. Now
there are over 35, of which the C programs can be compiled into
several versions with different optimization levels to catch bugs.
4.2.2 Simplicity. RISC-V is a clean-sheet design suitable for educational use, and is unencumbered by the need for legacy support.
On the other hand, Alpha has not been actively developed for more
than 15 years. The students must support the RV32IM instruction set except the system calls (emulation of divide instructions
is optional), totaling about 40 instructions. While a subset of any
commercial ISA may achieve similar results, it is difficult to provide compiler support for only the subset. Since RISC-V is highly
modularized, that support is built-in. Fewer than 10 pages of the
ISA documentation supports all the instructions for the class.
4.2.3 Understanding of the computing stack. Although not the main
purpose of the class, in the end students can see that the majority
of the C library functions can be represented by permutations of
about 40 instructions. It is valuable for students to able to draw
the connection between software and hardware. Seeing how data
structures map to memory and commonly used algorithms execute
on hardware they have built themselves is a unique experience.

5

LOGISTICS

5.0.1 Schedule. Our university runs on a semester schedule with
14 weeks of class time (not including breaks and exams). The first
half of the class is structured with the three individual projects
and regular homework assignments. The OoO design project is the
last eight weeks of the class, spanning more than half the semester.
By the midterm, the students will have seen all lectures teaching
the OoO pipeline concepts. There are several milestones for the
final project, and at each the instructors meet with every group
individually. We find milestone meetings are enormously helpful
for keeping students on-track and helping them resolve problems
early. The first milestone, at two weeks, requires every group to
turn in one fully debugged module. The second milestone, at 4
weeks, is for students to complete the OoO pipeline except for the
load-store unit and the data cache. An optional third milestone is
7-10 days before the project due date.
5.0.2 Grading. The group design project is 35% of students’ final
grade. The three individual projects are 7%. Typically the midterm
and final exam make up 40-48% of the class, with the remaining 7%15% split between homework and labs. All projects are autograded,
and the first two also have a hand-graded portion to reinforce
proper coding style, as we find this is important once students
begin to work in groups. The grading test suite for the final project
includes private test cases on top of the public test cases given
to students, along with any student submitted test cases that are
of good quality (limit 1 per group). The final project is graded on
correctness, performance against the class, and analysis of features.

5.0.3 Staffing. The course staff consists of the instructor and two
graduate TAs or one graduate TA and two undergraduate TAs. This
is more teaching staff than typically allotted for a class of this size
(a ratio of roughly 1:20), but our experience is the TAs are still
very busy. In the first half of the class, TAs teach the labs, manage
individual projects, and provide support for SystemVerilog and
other tools in office hours, including debugging and troubleshooting.
In the second half, when students are working on their designs,
TAs take on more of an advisory role, since every group’s code base
is very large and their designs can be quite different.

CAD Tools and Cost

5.1.1 SystemVerilog Simulation and Synthesis. Synopsys VCS (Verilog Compiler Simulator) is used to perform simulations for behavior and structural SystemVerilog. VCS is a common industry tool
and while it is proprietary, educational licenses can be obtained
via Synopsys’ academic programs [3]. Should there be a concern
over obtaining licenses, there are free to use, open-source alternatives for SystemVerilog simulation such as Verilator and Cocotb,
which support most of the SystemVerilog functionalities while only
missing a few features important to industry but not used in this
class such as Universal Verification Methodology (UVM) libraries. A
third option is to obtain simulation tools from FPGA manufacturers
such as Altera and Xilinx, who also have academic programs.
5.1.2 Synthesis. We use Synopsys Design Compiler for SystemVerilog synthesis to build structural netlists (also described in SystemVerilog) of logic gates from behavioral SystemVerilog. This tool
can also be obtained via Synopsys’ educational programs. Opensource alternatives exists such as Yosys, and academic commercial
alternatives are sold by both Altera and Xilinx.
5.1.3 RISC-V GNU Toolchain. The GNU suite of toolchains are
used for compilation and linking. For the most recent semester we
used GCC 9.2 with flags to support the correct subset of RISC-V
instructions. We developed a custom linker script to support placing
text and data in the specific memory regions that complies with
the memory model provided to students as part of the final project.
Additionally, we need the RISC-V version of elf2hex to convert the
ELF (executable) produced after linking into a human readable hex
file, which is then read by the testbench.

6

STATISTICS AND DISCUSSION

We switched the course to use RISC-V in Fall 2019. For the most
recent 10 terms the course was offered, including the semester we
taught RISC-V, 41% of students (N=282) responded to the university’s course evaluation [4], yielding the following statistics:
• 95% had a strong desire to take the course
• 98% thought the course advanced their understanding of the
subject matter
• 91% expressed an increased interest in the subject because
of this course

Figure 4: Degree program of students (left) and area of
study among undergraduate students (right) for the last 10
semesters. Computer engineering undergraduate students
represent a plurality, but the class has representation from
all three areas of study in our EECS department and across
graduate programs as well.
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There are three major tools involved in this class, two of which are
for SystemVerilog simulation and design-constraint testing and the
third which handles compilation for generating machine code. The
first two are proprietary and the last is open-source.

Average Number of Git Commits

5.1

1

Days Until Project Deadline

Figure 5: The average number of of Git commits made and
test cases passed by all groups in the ten days leading up to
the final project deadline.
Figure 4 shows the degree programs and areas of study among
undergraduates who take the class. While computer engineering
undergraduates is the largest single group, we find representation
of undergraduates from both computer science and electrical engineering, as well as both M.S. and Ph.D. students.

6.1

Project Data and Statistics

6.1.1 Git and Autograder Statistics. In the first semester we taught
RISC-V (Fall 2019), we found that a typical group’s project consists
of approximately 3,500-5,000 lines of code (not including test code).
Since the last week of the project is, for many groups, a crunch
period to get everything working, we also looked at how many
Git commits were made per day by each group and how many of
the test cases their project passed in the ten days leading up to the
project due date. We found that the number of commits averaged
7-29 for each group during this period (Figure 5) and many groups
do not pass the majority of test cases until about 3-4 days prior to

#
1
2
3
4
5
6
7
8
9
10

Question
Before this class, how comfortable were you at reading and writing Verilog?
How comfortable are you at reading and writing Verilog now?
This project improved my understanding of computer architecture concepts
(e.g. out-of-order pipelines, memory systems, performance measurements, etc).
After this project, I have a better understanding of how software interacts with
hardware.
Rate the difficulty of the module design and unit testing phase of the project.
Rate the difficulty of the pipeline integration and debugging phase of the project.
Rate the difficulty of the pipeline synthesis and testing/debugging phase of the
project.
Did you use the RISC-V compiler to compile your own test cases?
How valuable was the compiler in allowing you to debug your pipeline
with test cases you wrote in C?
This class made me more interested / less interested / did not change
my interest in computer architecture design and/or research.

Response Range
1 (very uncomfortable) - 5 (very comfortable)
1 (very uncomfortable) - 5 (very comfortable)
1 (strongly disagree) - 5 (strongly agree)
1 (strongly disagree) - 5 (strongly agree)
1 (not difficult) - 5 (very difficult)
1 (not difficult) - 5 (very difficult)
1 (not difficult) - 5 (very difficult)
0 (no) or 1 (yes)
1 (not at all valuable) - 5 (very valuable)
1 (less interested), 2 (did not change),
or 3 (more interested)

Table 2: Survey Questions

6.2
Survey Results
5.0

4.62

4.5

4.36

3.87

4.0

Mean Response

4.53

4.27

3.69
3.44

3.5
3.0

2.53

2.5
2.0

Discussion

In a typical recent semester, about 5% of students fail or withdraw,
but we try to intervene early when students do poorly on the
individual projects, miss meetings with their group, or turn in low
quality milestone code. Students who fail the class generally fail
because they perform very poorly on both the individual projects
and the group project. On the other hand, a group almost never
performs poorly enough on the project to fail the class, because all
groups end up with at least a semi-functional OoO processor. None
of this is to say our course is perfect, nor that we have anticipated
every possible situation. We are constantly making improvements
based on student and instructor feedback.

1.5
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9

Survey Question

Figure 6: Responses for survey questions in Table 2 except
Q8 (for which 56% of students indicated they used the compiler) and Q10 (for which the mean response was 2.63/3).
the deadline. Based on discussions with several groups we believe
this is because they had not yet matched the format required for
the autograder, not because their project did not work.
6.1.2 Student Survey. In Fall 2019, we surveyed students after the
project to obtain their opinion of the project’s level of difficulty,
the value of the compiler in writing their own test cases, and how
it advanced their own skills and understanding of computer architecture. A total of 42 students responded to the survey and their
responses are shown in Figure 6. Notably, students believed the
project improved their SystemVerilog skills and their understanding
of computer architecture concepts including the hardware/software
interface. Students believed the pipeline integration and synthesis
phases were more difficult than the module design phase, likely
due to the number of bugs exposed during these phases. We also
found only about half the class used the compiler, but those who
did found it useful to write their own test cases for debugging.

CONCLUSION

We have described our experience teaching a design course in
which students build an OoO processor supporting a subset of
the RISC-V ISA. Changing ISAs was a worthwhile investment due
to the advantages RISC-V offers compared to Alpha despite the
upfront work. First, we no longer worry about the end of support for
Alpha. Second, the free-to-use RISC-V is simple and modular, which
is easier for students to learn and debug the reference hardware
designs, and build their own. Finally, an ongoing challenge has been
to provide students with better methods to debug their projects,
and migrating to RISC-V gives students access to the GCC compiler
to write test cases in C. Since it was easier for groups to write
programs that exploit their hardware’s features, about half the
groups submitted a test case to be added to the class suite.
In this paper we set out to describe our course in detail. We hope
this description is useful to others, and we encourage you to make
use of or modify our materials if you find them useful!
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